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Introduction

• Agent Based Modelling (ABM)
• Emergence of Complex natural behaviour for simple rules
• Individuals are agents with memory
• Update own memory by considering neighbours

• Of Cellular Tissue Models
• Continuous space mobile agents
• Discrete time steps
• Agent == Cell 

• On the GPU
• Why?: Performance and real time visualisation
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• Why?: Performance and real time visualisation
• Aim is for Flexibility: Want to be able to harness the GPUs power without modellers having to 

understand GPU programming



Outline

• FLAME
• FLexible Agent Modelling Environment
• Formal modelling of agents using the X-Machine

• Implementing FLAME on the GPU
• Mapping data and functions to the GPU
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• Agent communication patterns

• Case Study
• Keratinocyte tissue wound model
• Parallel inter-cellular force resolution
• Performance results

• Conclusions



FLAME and Formal Agent Specification

• The Stream X-Machine
• formally defined by Laycock as a 8-tuple (∑, Γ, Q, M, Φ, F, 

q0, m0), where;
∑ and Γ are the input and output finite alphabet respectively;

Q is the finite set of states;
M is the (possibly) infinite set called memory;
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M is the (possibly) infinite set called memory;
Φ is a finite set of partial functions ø that map an input and a 

memory state to an output and a new memory state, ø: ∑ × M → Γ 
× M;

F is the next state partial function that, given a state and a function 
from the type Φ, provides the next state, F: Q × Φ → Q (F is often 
described as a transition state diagram);

q0 and m0 are the initial state and memory respectively; and



Agents as Communicating X-Machine’s

• Each agent is a 
Communicating Stream X-
Machine
• Stream: input and output are 

streams of data
• Communicating: agents input 

and output to a communication 
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and output to a communication 
matrix

• State transitions describe 
agent behaviour
• Updates agent memory
• Inputs or outputs some data via 

messages



A Simple XMML Example

<xagent>
<name>cell</name>
<memory>

<variable><type>int</type><name>id</name></variable>
<variable><type>float</type><name>x</name></variable>
<variable><type>float</type><name>y</name></variable>
<variable><type>float</type><name>z</name></variable>
<variable><type>int</type><name>num_bonds</name></variable>

</memory>
<functions>

<function>
<name>input_location</name>
<currentState>active</currentState><nextState>active</nextState>
<inputs>

<input><messageName>location</messageName></input>
</inputs>

</function>
...

</functions>
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</functions>
<states>

<state><name>active</name></state>
...
<initialState>active</initialState>

</states>
</xagent>

<messages>
<message>

<messageName>location</messageName>
<memory>...</memory>

</message>
...

</messages>

<layers>
<layer>

<layerFunction><name>input_location</name></layerFunction>
</layer>
...

</layers>



Original FLAME Modelling Process

• XMML
• Model definition (Agent memory, messages, states, function input and outputs, function 

processing order)

• Code Templates 
• Single CPU or Grid with MPI
• Iterates the XMML model file to generate dynamic functions and data structures

• XML Input Data
• Defines the internal memory of a population of agents
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FLAME for the GPU

• Extendible XMML Schema
• Base schema defining an X-Machine model
• GPU Schema with Object Orientated extension of the base schema elements

• XSLT Templates
• Robust template parsing replaces the hard coded XParser
• XMML syntax validation
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• FLAME
• Flexible Agent Modelling Environment
• Formal modelling of agents using the X-Machine

• Implementing FLAME on the GPU
• Mapping data and functions to the GPU
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• Agent communication patterns

• Case Study
• Keratinocyte tissue wound model
• Parallel inter-cellular force resolution
• Performance results

• Conclusions



GPU Programming in CUDA

GPU Device

Registers Registers Registers Instruction 
Unit

Multiprocessor 1

Shared Memory

Multiprocessor 2

Multiprocessor N• Grid of thread 
blocks

• Threads execute 
SPMD kernels

• Thread blocks are 
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Vector
Processor 

1

Registers

Vector
Processor 
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Registers

Vector
Processor 

N

Registers
Unit

…

GPU DRAM Device Memory

Texture Cache

Constant Cache

• Thread blocks are 
mapped to Multi 
Processors (MPs)

• Limited shared 
memory per MP 
(and hence blocks)



Mapping Data to the GPU

• Data mapped to global memory on the GPU
• Agents and messages are referenced as C structures within 

transition function code
• Populations are stored using an Structure of Arrays (SoA) 

rather than an Array of Structures (AoS) 
• Agents are stored and processed in state lists to avoid 

conditional branching
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conditional branching
• Sparse lists occur during agent births and message outputs 

and are compacted in parallel



Mapping Agent Functions to the GPU

__FLAME_GPU_FUNC__ int input_function(
xmachine_memory_keratinocyte* xmemory, 
xmachine_message_location_list* location_messages) 

{
/* Get the first message */
xmachine_message_location* location_message =         

get_first_location_message(location_messages);

/* Repeat untill there are no more messages */
while(location_message)
{

/* Process the message */
if dist_check(location_message->position, xmemory->position)

• Each transition function 
is wrapped in a GPU 
kernel

• Each agent is a thread 
performing the function
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{
xmemory->num_bonds++;

}

/* Get the next message */
location_message =  

get_next_location_message(location_message,  
location_messages);

}

/* Update any other xmemory variables */
xmemory->x += rand48();
...

return 0;
}

• Functions can input 
and output messages

• Functions can output 
new agents (agent 
birth)



Brute Force Message Communication

• Tile message lists into shared memory to reduce global 
memory access
• Each thread in the thread block loads a single message into shared 

memory on the load_first_message function
• Each call to load_next_message then iterates through messages 

in shared memory
• When a call to load_next_message is made after each message in 

SM has been returned then tile a new batch of messages
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SM has been returned then tile a new batch of messages
• Repeat until all messages have been considered



Limited Range Communication

• For each message output 
• Environment is split into discrete partitions equal to 

the message range (each has a unique identifier)
• The message list is sorted depending on the partition 

which the message is within
• A boundary matrix indicates how many messages 

are within each partition by indicating the start and 
end index of agents within the sorted list

• To read all messages within a partition the boundary 
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• To read all messages within a partition the boundary 
matrix indicates the range within the message list 
which needs to be iterated 

• Each agent reads 27 partitions (for a 3D 
environment) including its own which guarantees 
messages within the range are processed.

• Roughly 2/3 messages are outside the range but 
much better than O(n)²

• Could be any number of agents per partition so texture 
cache is used to read messages from global memory



Visualisation

• Agent data is already on the GPU
• Agent positions are made available to OpenGL by mapping 

them to a Buffer Object
• We can also store geometry on the GPU to reduce draw 

calls
• For Complex models (lots of vertices)

• Store a single instance of the geometry in a Vertex Array
• Draw the array for each agent and set a Vertex Attribute each time to 
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• Draw the array for each agent and set a Vertex Attribute each time to 
indicate the agent index

• GLSL vertex shader is used to displace vertices in the same way   
• For Simple Models we can use a single large Vertex Array to hold a 

geometry instance for each agent
• Associate each vertex with an agent by using a Vertex Attribute stored 

in a Vertex Attribute Array
• Only suitable for simple geometry but very few draw calls



• FLAME
• FLexible Agent Modelling Environment
• Formal modelling of agents using the X-Machine

• Implementing FLAME on the GPU
• Mapping data and functions to the GPU
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• Agent communication patterns

• Case Study
• Keratinocyte tissue wound model
• Parallel inter-cellular force resolution
• Performance results

• Conclusions



The Keratinocyte Tissue Model

• Details published elsewhere
• Sun, et al. “An integrated systems biology approach to understanding 

the rules of keratinocyte colony formation.”

• Model consists of
• A single agent type  (18 memory variables)
• 7 Agent Functions 
• 2 Message Types
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• 2 Message Types

• Agent functions perform
• Cell division cycle
• Differentiation
• Apoptosis
• Migration
• Force Resolution



Inter-Cellular Force Resolution

• Purpose
• Maintains the physical integrity of 

models by ensuring there are no 
overlaps between migrating cells

• Previous techniques
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• A fixed (large) number of agent 
functions

• A non parallel physical solver or fixed 
(large) number of simulation steps

• Requires a recursive technique!



Force Resolution in FLAME GPU

• Use non linear time modelling
• Simulation step doesn’t necessarily 

represent a unit of time
• Normal simulation step performs cell 

functions
• Non linear step performs only force 

resolution

• Implemented using global function 
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• Implemented using global function 
conditions
• Global in the sense that every agent 

must meet the condition to perform 
the agent function and move to the 
next state

• For force resolution the global 
condition is simply a check to see if 
an agent has moved more than some 
minimal amount



Visualised Results
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Keratinocyte Model at iteration 0 and 1500 rendered as spheres. Red spheres 
represent stem cells, green represent TA cells, blue represent committed cells and 
yellow represents corneocyte cells. 



Message Iteration Performance

• Spatial partitioning has an (expected) exponential 
speedup over standard FLAME

• A 130k agent simulation took 8 hours in standard FLAME, 
2 minutes with brute force communication on FLAME GPU 
and just over a second using the spatially partitioned 
technique using FLAME GPU

100000

Brute Force Algorithm Speedup Spatial Partitioned Algorithm Speedup
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Scratch Wound Simulation in Detail

• Simulated and Visualised at over 60fps in real time (Demo)
• Sudden performance drop in brute force technique

• At 2048 agents there are 32 blocks split equally amongst the 
multiprocessors

• For just over 2048 agents many multiprocessors may be sat idle 
underutilising the hardware

• For larger population sizes this can be observed at intervals of 2048

Itteration Step Timing Brute Force (ms) Itteration Step Timing Partitioned (ms) Population Size Potential Idle Blocks per Itteration
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Conclusions and Future Work

• Summary
• Flexible agent architecture for the GPU
• Extendible
• Massive performance/cost benefits
• Suitable for cellular level tissue modelling with parallel force 

resolution

• Scope for Future Work
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• Scope for Future Work
• Multi GPU

• Would enable massive populations of systems to be simulated
• For Spatial partitioning only partition boundaries would need to be 

communicated between GPU devices 
• Improve cellular models

• Improve the physical representation (more costly collision detection)
• Much larger models

• Multi-scale models
• Hierarchical X-Machines


